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ABSTRACT

An interesting problem in music information retrieval is
how to combine the information from different sources in
order to improve retrieval effectiveness. This paper intro-
duces an approach to represent a collection of tagged songs
through an hidden Markov model with the purpose to de-
velop a system that merges in the same framework both
acoustic similarity and semantic descriptions. The former
provides content-based information on song similarity, the
latter provides context-aware information about individ-
ual songs. Experimental results show how the proposed
model leads to better performances than approaches that
rank songs using both a single information source and a
their linear combination.

1. INTRODUCTION

The widespread diffusion of digital music occurred dur-
ing the last years has brought music information retrieval
(MIR) to the general attention. A central goal of MIR is to
create systems that can efficiently and effectively retrieve
songs from a collection of music content according to some
sense of similarity with a given query. In information re-
trieval systems, the concept of similarity plays a key role
and can dramatically impact performances. Yet, in music
applications, the problem of selecting an optimal similar-
ity measure is even more difficult because of the intrinsic
subjectivity of the task: users may not consistently agree
upon whether, or at which degree, a pair of songs or artists
are similar.

In the last years, in order to deal with the subjective
nature of music similarity, it became very common to de-
scribe songs as a collection of meaningful terms, or tags,
as done in Last.fm 1 and Pandora 2 . In particular, tags are
often, directly or indirectly, provided by end users and can
represent a variety of different concepts including genre,
instrumentation, emotions, geographic origins, and so on.

1 http://www.last.fm
2 http://www.pandora.com
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Many approaches have been developed to collect tags, rang-
ing from mining the Web and exploiting social behavior of
users, to automatic annotation of music through machine
learning algorithms. Tags are useful because they contex-
tualize a song – for instance describing an historical pe-
riod, a geographical area, or a particular use of the song
– through an easy high-level representation. This infor-
mation can then be used to retrieve music documents, to
provide recommendations or to generate playlists.

Excluding the case of Pandora, where songs are anno-
tated by human experts to guarantee high quality and con-
sistency, in automatic systems or when the social behavior
of users is kept into account, the semantic descriptions may
be very noisy. In automatic approaches, for example, the
quality of the prediction strictly depends on the quality of
the training set, on the quality of the model, and on other
issues such as parameter overfitting or term normalization.
On the other hand, standard content-based music similar-
ity, computed directly on music features, can be exploited
to improve the quality of the retrieval, without requiring
additional training operations.

The goal of this paper is to provide a general model to
describe a music collection and easily retrieve songs com-
bining both content-based similarity and context-aware tag
descriptions. The model is based on an application of hid-
den Markov models (HMMs) and of the Viterbi algorithm
to retrieve music documents. The main applicative sce-
nario is cross-domain music retrieval, where music and text
information sources are merged.

1.1 Related Work

There has been a considerable amount of research devoted
to the topic of music retrieval, recommender systems and
music similarity. Some of the most well-known commer-
cial and academic systems have been described in [2]. The
model proposed in this paper fits the scenario of item-based
retrieval systems, combining pure acoustic similarity and
semantic descriptions.

Methodologies that merge different heterogeneous sour-
ces of information have been recently proposed in [1] for
the task of semantic discovery, in [9] for artist recommen-
dation and in [16] for music classification. All of these ap-
proaches learn a metric space to join and compare the dif-
ferent sources of information in order to provide the user
with a single ranking list. Our approach is consistently
different, because it is built on a graph-based representa-
tion of the collection that model both sources of informa-
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Figure 1. Overview of the proposed model. Songs si are states of a HMM: observation probabilities provide semantic
descriptions, transitions probabilities are ruled by acoustic similarity between songs.

tion and thus it does not rely on an additional processing
to combine them. Content-based music similarity can be
computed directly on music features as done in [4, 7] or
through a semantic space which describes music content
with meaningful words [12, 18]. In our work, we exploit
the properties of an HMM to combine these two descrip-
tions to improve retrieval performances.

As it is well known, HMMs have been extensively used
in many applications, which in particular involve processes
through time such as speech recognition [13]. In the music
information retrieval research area, they have been used
in different scenarios: query-by-example [15], automatic
identification [10], alignment [11], segmentation [14], and
chord recognition [5]. At the best of our knowledge, this is
the first application of HMMs in the task of cross-domain
retrieval where music and text information is modeled in a
single framework.

2. STATISTICAL MODELING OF A MUSIC
COLLECTION

The general goal of music search engines is to retrieve a
list of songs according to a particular principle. The prin-
ciple could be described either directly by a general seman-
tic indication, such as the tag “classic rock”, or indirectly
by a song, such as the set of tags assigned to “Yesterday”.
In both cases, the principle represents a user information
need, and it can be assumed that the goal of an user is to
observe consistently the application of this principle dur-
ing the time of his access to the music collection. In the
particular case of playlist generation, a system should be
able to retrieve a list of music documents that are acous-
tically similar to the music the user likes and, at the same
time, are relevant to one or more semantic labels that give
a context to his information need.

The methodology presented in this paper aims at pro-
viding a formal and general model to retrieve music docu-

ments combining acoustic similarity and semantic descrip-
tions given by social tags. That is, the goal is to propose a
model that encompasses both content-based similarity and
context-aware descriptors. To this end, HMMs are particu-
larly suitable because they allow us to model two different
sources of information. In fact, HMMs represent a dou-
bly embedded stochastic process where, at each time step,
the model performs a transition to a new state according to
transition probabilities and emits a new symbol according
to observation probabilities.

Thus HMMs can represent either content and context
information, under the following assumptions:

• if each state represents a song in the collection, acous-
tic content-based similarity can be modeled by tran-
sition probabilities

• if the symbols emitted by the HMM are semantic
labels, the context that describes each state can be
modeled by observation probabilities.

A suitably built HMM (see Section 2.1) may be ex-
ploited to address the examples provided at the beginning
of this section. On the one hand, the model can generate a
path across songs while observing, for a defined number of
time steps, the semantic label “classic rock”. On the other
hand, the model can start the path from the state associated
to “Yesterday” and proceed to new states while observing
the semantic labels associated to the seed song. In both
cases, the songs in the path are likely to have a similar
content because of transition probabilities and are likely to
be in the same context because of emission probabilities.

Since states of a HMM are not directly observable, the
paths across the song collection need to be computed by
a decoding step, which highlights the most probable state
sequence according to a sequence of observations. A rep-
resentation of the proposed model is depicted in Figure 1.
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2.1 Definition of the HMM

An HMM λ that represents a collections of tagged songs
can be formally defined by:

1. The number of songs N in the collection, each song
represented by a state of the HMM. The set of states
is denoted as S = {s1, s2, ..., sN}.

2. The number M of distinct tags that can be used to
describe a song. The set of symbols is denoted as
V = {v1, v2, ..., vM}.

3. The state transition probability distribution A = aij ,
which defines the probability to move from state i to
state j in a single step. Transition probabilities aij

depends to the similarity between songs si and sj .

4. The observation probability distribution of each state
j, B = bj(k), which defines the probability that tag
vk is associated to song j. Observation probabil-
ity values represent the strength of the relationships
song-tag, which is indicated as affinity value.

5. The initial state distribution π = {πi}, that defines
the probability to start a path across the model be-
ginning at state si. Differently from the standard
definition of HMMs, the initial state distribution is
computed dynamically at retrieval time, since it is
strictly connected to the type of information need,
as described in Section 2.3.

Although acoustic similarity is always a positive value,
implying aij > 0 ∀i, j, with the aim of improving scala-
bility, each state is directly connected to only the P most
similar songs in the collection, while the transition proba-
bilities with all the other states are set to 0. Heuristically,
we set P to be the 10% of the global number of songs.
At present, no deeper investigation has been carried out
to highlight an optimal value of P . In order to obtain a
stochastic model, both transition and emission probabili-
ties are normalized, that is

∑
j aij = 1 and

∑
k bj(k) = 1.

Because of these two steps, transition probabilities are usu-
ally not symmetric, then aij 6= aji

After setting all the parameters, the HMM can be used
to generate random sequences, where observed symbols
are tags. Dually, well known algorithms can be used to
decode the most probable state sequence according to a
given observation sequence.

2.2 Computing the Relevance of Songs

The task at retrieval time is to highlight a sub-set of songs
in the collection that are relevant to a particular query, ei-
ther expressed by semantic labels or by a seed song. In
the context of HMMs, the general problem can be stated
as follows [13]: “given the model λ, and the observation
sequence Ō = {o(1), . . . , o(T )} with oj ∈ V , the goal is
to choose a state sequence S̄ = {s(1), . . . , s(T )} which
is optimal in some sense”. Clearly, the observations se-
quence represents the semantic description specified by the
user need.

In literature, this problem is solved using the max-sum
algorithm, which in HMMs applications is known as the
Viterbi algorithm. The algorithm efficiently searches in
the space of paths, in order to find the most probable one,
with a computational cost that grows only linearly with the
length of the chain. The algorithm is composed by a for-
ward computation to find the maximization for the most
probable path, and by a backward computation to decode
the sequence of states. Although the general structure of
the algorithm has been maintained, some key modifica-
tions in the recursion part of the forward computation have
been introduced. Following the notation and the algorithm
description provided in [13] the normal initialization and
the modified recursion steps follow, for 1 ≤ j ≤ N :

Initialization: for t = 1

δt(j) = πj · obsj(t) (1)

ψt(j) = 0 (2)

Recursion: for 2 ≤ t ≤ T

δt(j) = max
1≤i≤N

[δt−1(i) · aij ] · obsj(t) (3)

ψt(j) = arg max
1≤i≤N

[δt−1(i) · aij ] (4)

akj =
akj

d
with k = ψt(j) (5)

As it can be seen, we introduce obsj(t), defined in the
next section, which is a general function that indicates how
the semantic description is considered during the retrieval
process. This function plays the role of observations in
typical decoding applications.

Equation 5 introduces a variation of the role of transi-
tion probabilities. In fact, because of the structure of the
model, it could happen that the optimal path enters a loop
between the same subset of songs or, in the worst case,
jumps back and forth between two states. Clearly, this is a
problem because the retrieved list would present the same
set of songs multiple times. Moreover, the loop could be
infinite, meaning that the algorithm cannot exit from it and
the retrieval list would be composed by only few songs. We
addressed this problem by introducing a decreasing factor
d, which is applied to the transitions probabilities when
they are selected in the forward step. So, when a transition
is chosen, the probability aij is decreased by factor d (we
set d = 10), as shown in Equation 5, in order to make un-
likely that the state sequence would pass again through the
corresponding edge. It has to be noted that the attenuation
is carried out locally, meaning that it affects the structure
of the model only during the current retrieval operation.

Another issue that has to be addressed is a limitation
in the structure of standard HMMs. Because of the first-
order Markov chain assumption, HMMs are generally poor
at capturing long-range correlations between the observed
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variables, that is between variables that are separated by
many steps [3]. Earlier experiments showed that this limi-
tation involved a decrease in precision when decoding long
paths. In order to solve this problem, we considered the re-
trieval composed by many sub-retrieval operations, each
one retrieving a sub-list of songs. Instead of performing a
single backward decoding, the algorithm works for a sub-
set of iterations, from which an optimal sub-path is built.
Only the first n songs of this sub-path are considered in the
final ranking list; at the end of each iteration the algorithm
restarts from the last state of the n suggested. Given the lo-
cality of the approach, in this way we aim to keep constant
the quality along the retrieved list, avoiding a decrease in
precision.

2.3 Querying the Model

As often assumed in the interaction with music search en-
gines, in our scenario a user can submit a query in two dis-
tinct ways: by providing a tag or by selecting a seed song
in the collection. According to the kind of query, some of
the model parameters are set differently.

In the tag-based scenario, the goal is to rank the songs
according to their relevance with the provided tag and, at
the same time, to their acoustic similarity. In this case, the
observation sequence is composed simply by the chosen
tag. We decided to set the initial state probability equal
for all the states, in order to let the algorithm decide the
beginning of the retrieved list. This scenario is very related
to the standard HMMs case, then the function obsj(t) of
Equations 1 and 3 is defined as

obsj(t) = bj(ot) (6)

for a generic state j, where observations ot may be the
same tag for all the time steps or it may change over time in
case of playlist generation through more complex patterns.

In the seed-song scenario, when the query is submit-
ted as a song q, the system is required to provide the user
with a list of songs potentially similar to the query. In this
case, the initial state distribution is forced to be 1 for the
state representing the seed song and 0 for all the others.
The observation sequence to be decoded is modeled as the
vector of observations characterizing the seed song. The
function obsj(t) of Equations 1 and 3 is proportional to the
inverse of the Kullback-Leibler (KL) divergence between
the semantic description of the seed song and the chosen
state [6]. The choice of the KL divergence aims at gener-
alizing the terms used for the tags, because it is related to
the similarity of concepts associated to the tags rather than
to the pure distance between lists of tags. It is important to
note that the KL divergence is required also because each
song is described by a set of tags. Clearly, we consider
the inverse because the goal is to maximize the probability
when the divergence is small. Therefore,

obsj(t) ' 1
KL(bj(·), bq(·)) (7)

for the generic state j and the initial seed state q; clearly,
observations of q do not change over time t being linked

to observations of the seed song. Since it is an observation
probability, the actual value of obsj(t) undergoes a nor-
malization process. It is worth noting that the use of KL
divergence can be extended also to the tag-based scenario
when the user provides a set of tags (instead of a single
one) although this extension has not been tested yet.

3. EXPERIMENTAL EVALUATION

A big challenge when designing a music retrieval system
is how to evaluate a novel methodology. Although several
efforts have been made within the MIREX campaigns, be-
cause of well-known copyright issues, data of past cam-
paigns are not always available to test new approaches.
Ideally, the list of retrieved songs should be evaluated by
humans, in order to consider effectively the subjective na-
ture of the concept of music similarity. Being human evalu-
ation a time consuming task, we use an automatic approach
considering that reliable annotations on songs can be ex-
ploited to measure the quality of a ranking list.

We tested our model through the Computer Audition
Lab (CAL500) dataset [18]: 502 songs played by 502 uni-
que artists, each one annotated by a minimum of 3 individ-
uals using a vocabulary of 174 tags. A song is considered
to be annotated with a tag if 80% of the human annotators
agreed that the tag would be relevant. CAL500 is a reason-
able ground truth because annotations are highly reliable,
complete and redundant – i.e., multiple persons explicitly
evaluated the relevance of every tag for each song. So far,
it has been mainly used to evaluate automatic music anno-
tation systems, but we believe that it could be a reasonable
ground truth also to evaluate qualitatively a retrieval task.
Although the size of the dataset does not allow to perform
experiments in terms of scalability, we argue that, at this
point, it is more significant to test the effectiveness of the
approach, to show if the model can provide improvements
in the retrieval process.

In the experiments reported in this section, we require
that each tag is associated with at least 30 songs and re-
move some tags that seemed to be redundant or overly sub-
jective. The semantic space is then composed by 62 tags
describing information about: genre, instrument, acoustic
qualities, vocal characteristic, emotion, and usage.

Retrieval is evaluated with metrics considering both per-
formances at the top and along the whole ranking list. Since
a music retrieval system should maximize the quality of the
retrieved items in the first positions, we evaluate the preci-
sion at the first 3, 5 and 10 positions (P3, P5, P10). Beside,
we include the mean average precision (MAP) measure, in
order to have also an evaluation along the whole ranking
list. All these metrics are extensively used in the literature
to assess the effectiveness of a retrieval system [8].

3.1 Acoustic Content-based Similarity

A number of methodologies have been proposed in litera-
ture to compute direct acoustic content-based similarity. In
this set of experiments, we rely on the algorithm proposed
in [7], which uses a single Gaussian with full covariance to
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model a song. Although, some alternative approaches have
been recently proposed [4], we use this one because of
its efficiency and simplicity in the implementation. Songs
are represented through vectors of Mel-Frequency Cepstral
Coefficients together with their first and second derivatives
(MFCC + delta) extracted from about one minute of mu-
sic content, and the similarity between songs is computed
using a symmetrized version of the KL divergence.

Section 2.1 describes how transition probabilities are
computed from these similarity values, in particular by se-
lecting for each state si the first P most similar songs and
performing the normalization

∑
j aij = 1 with sj ∈ P .

It is important to note that we aim at proposing a general
approach, which is independent on the way acoustic sim-
ilarity is actually computed and which can be applied to
other audio descriptors and other similarity measures. For
this reason the computation of acoustic similarity is pre-
sented within the experimental evaluation section.

3.2 Semantic space

There are several approaches to collect tags for music, each
with its own advantages and disadvantages [17]. Among
all, we chose two different representations.

A first semantic description has been computed from
the music content. We used the supervised multiclass la-
beling (SML) model described in [18] to automatically an-
notate songs with tags based on an audio content analysis.
For a given song, the output of this algorithm is a vector
of posterior probabilities named semantic multinomial that
represents the strength of the relationship tag-song.

A second representation has been created by gather-
ing the social tags from Last.FM, as reported on February
2010. For each song of the dataset, we collected two lists
of social tags using their public data sharing AudioScrob-
bler 3 website. We gathered both the list of tags related to a
song, and the list of tags related to an artist. The relevance
score between a song and a tag is given by the sum of the
scores in both lists, plus the tag score for any synonym
or other wild matches of the tag in both lists [1]. Social
tag scores are then mapped to the equivalent class in our
semantic description. If no gathered tag for a given song
belonged to the semantic space, the semantic description
is represented by a uniform distribution, where all the tags
share the same score. This lead to a very sparse and noisy
description, which is useful to test the effectiveness of our
approach.

We addressed these descriptions with two different eval-
uations, although they could be combined together in a sin-
gle richer semantic description [1].

3.3 Tag-based Retrieval

In this first experiment, the model is queried using a tag; a
semantic concept is provided to the system, and the goal is
to rank all the songs according to their relationships with
that term. Metrics are then averaged through all the terms
in the vocabulary. Retrieval performances are measured

3 http://ws.audioscrobbler.com/2.0/

Semantic Model P3 P5 P10 MAP

SML
HMM 0.516 0.488 0.452 0.361

Tag 0.419 0.431 0.405 0.332

Last.fm
HMM 0.347 0.331 0.268 0.225

Tag 0.303 0.297 0.218 0.207

Table 1. Results of the tag-based retrieval experiments.

by finding the positions, along the ranking list, of the doc-
uments annotated with the considered tag in the ground
truth. HMM-based retrieval is compared with the retrieval
performed by simply ranking the songs according to their
affinity value for that tag. Results are reported in Table 1,
considering both types of semantic description.

As it can be seen, HMM-based retrieval clearly outper-
forms the retrieval based on a single tag, with a major im-
provement in the quality at the top of the ranking list. On
the other hand, retrieval along the full list tends to decrease
its effectiveness, as it can be inferred by the lower improve-
ment achieved by MAP. This is probably due to the prob-
lem, discussed in Section 2.2, of HMMs generally poor
at capturing long-range correlations between the observed
variables. Still we believe that the most important aspect
to consider in a retrieval system is the quality on the top
of the ranking list. Results based on Last.fm tags tend to
have lower performances in terms of absolute values. This
likely depends on the fact that the semantic descriptions
are rather sparse and noisy and that sometimes songs were
represented through a uniform distribution.

3.4 Seed Song Retrieval

In this experiment, retrieval is carried out by submitting to
the system 50 randomly selected seed songs and consider-
ing the sequence of states highlighted by the optimal path
as a ranking list of retrieved documents. A ground truth,
against which retrieval results are compared, has been cre-
ated for each query song by selecting the 30 most similar
songs according to their human-based annotations. Seman-
tic similarity has been computed using an application of the
KL divergence to the set of tags for each pair of songs.

We compare different approaches: the HMM-based re-
trieval, a direct content-based retrieval where songs have
been ranked according to their acoustic similarity with the
seed (“Content”), a semantic similarity measured as KL
divergence between the semantic descriptions of the seed
song and each document in the collection (“Tags”), and a
linear combination between the two distances (“LinComb”).

As it can be seen from the results reported in Table 2,
even in this case the proposed model leads to outperform-
ing results; the same consideration reported in Section 3.3
can be extend to the current evaluation. The only different
aspect is that, in this case, the Last.fm tags better quantize
the similarity relationships among songs; thus, the abso-
lute values of the metrics is not very different between the
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Semantic Model P3 P5 P10 MAP

SML

Tag 0.266 0.270 0.246 0.211

Content 0.237 0.234 0.236 0.187

LinComb 0.280 0.278 0.244 0.204

HMM 0.295 0.288 0.258 0.225

Last.fm

Tag 0.273 0.272 0.262 0.191

Content 0.237 0.234 0.236 0.187

LinComb 0.305 0.292 0.262 0.198

HMM 0.304 0.299 0.284 0.219

Table 2. Results of the song-based retrieval experiments.

two semantic representations.

4. CONCLUSIONS

We introduce a novel methodology that represents a mu-
sic collection through an hidden Markov model with the
purpose to build a music retrieval system that combines
content-based acoustic similarity and context-aware seman-
tic descriptions. In the model, each state represents a song,
transitions probabilities depend on acoustic similarity and
observation probabilities represent semantic descriptions.
An application of the Viterbi algorithm allows us to cre-
ate paths across the model, which provides a ranking list
of the songs. This approach represents an application of
cross-domain retrieval combining audio content and text
for item-based retrieval. It is important to note that the ap-
proach can be generalized also to other multimedia tasks
where content can be combined with context, such as video
or image retrieval.

Some issues are still open and will be addressed in fu-
ture work. First of all, evaluation tested only the effective-
ness of the model; scalability needs to be evaluated with
a larger collection, in terms of number of songs and tags.
Moreover, future research will be also devoted to the anal-
ysis of the effects introduced by different content descrip-
tors and similarity measures. Finally, the extension to other
music retrieval tasks, such as music recommendation and
playlist generation, will be explored.
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