
correlation, with less than 20 matching queries. Interest-
ingly, the correlation is quite consistent over the entire pe-
riod, showing profound differences between the Anglo-
sphere and the non-English speaking countries. Putting
aside the musical anthropology aspects of these results,
this analysis indicates that when performing targeted re-
search, it is suf�cient to focus on a bounded geographi-
cal region or country. However, conclusions drawn using
queries collected in a speci�c region should be carefully
examined before assuming them on other geographical lo-
cations.

6. DISCUSSION AND CONCLUSION

In the presence of an increasing demand for large scale
datasets in MIR research, this paper investigates the dif-
ferent considerations in using a p2p based dataset. Several
dif�culties are considered – the inability to crawl all users
and collect information on all songs, the complexities in in-
tercepting all search queries and the inherent noise of user
generated content.

Content distribution in a p2p networks typically exhibits
a power-law, hence collecting the majority of songs is rather
easy. Partial crawling is shown to have much less impact
on the availability of main-stream content than on speci�c
“niches”. On the other hand, when popularity is consid-
ered, partial sampling is more likely to effect the popular
songs. Although their relative popularity decreases, song-
to-song relations remain intact.

Spatial analysis reveals that p2p networks are highly
localized, with profound differences in songs and queries
between geographical regions. This can help induce local-
ized research regarding musical trends and preferences, but
mandates careful consideration before inferring conclusion
drawn from local samples.

File sharing networks were shown to have low signal-
to-noise ratio, mandating careful data processing when com-
pared to “traditional” datasets (e.g., website). In order to
improve the ability to extract insightful information from
the data, we suggest removing songs that appear only once
in the dataset, and users that share too many songs, there-
fore, removing the extremes that are not insightful and may
“pollute” the dataset. Furthermore, we present methods for
song identi�cation that help merge similar songs, further
improving the signal-to-noise ratio. This extensive �lter-
ing can be applied to reduce redundant records and false
relations, but may result in loss of data, which can be of
interest to some MIR tasks, such as popularity predictions.

Overall, p2p networks provide an abundance of infor-
mation that can be utilized in MIR research. Main-stream
data can be easily collected from p2p networks, while hav-
ing all the bene�ts over standard website data. However,
when seeking to harness the power of the long tail, where
p2p networks have a signi�cant advantage, careful analy-
sis is key for suf�cient noise reduction while maintaining
relevant information.
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